SDC Decisions on Workplace Zones
1. 
Management Summary

Statistics on workplaces must be protected under Statistics and Registration Service Act (SRSA) 2007. In previous censuses, workplace statistical outputs have been based on the same geographies as those used for private households and residents, even where workers and workplaces may be spread extremely unevenly. For 2011, a new geography of workplace zone (WPZ) has been proposed and this is a much more suitable geography than the Output Area (OA) hierarchy used in 2001, where there were few outputs at low geographies. Protection of workplace statistics is predominantly via WPZ design, masking statistics on large employers by grouping them together with other neighbouring smaller employers, while still providing detail for small areas that was not available in 2001. The details of the outputs that will be made available are still being developed, but counts of individuals working should be available at any geography built up from either OAs or WPZs. Further breakdowns will be available through the WPZ hierarchy, with some restriction on detail to protect both the employer and the individual employees. Moreover, the level of detail available to users will be far greater than in 2001 while still satisfying confidentiality constraints.

The group is asked to agree the broad approach to workplace zone construction and for outputs for workplace populations.

2.
Background

The primary geography for 2011 Census outputs will be the OA hierarchy that has been designed on the basis of household and resident population thresholds. This can cause problems for users who are interested in data collected on the workplace since the distributions of workplaces and workers by OAs are not even. In 2001, the numbers of persons by OA of workplace ranged from 0 to 80,145 and 21 per cent of OAs had 20 or fewer persons working within them and 4.5 per cent had 10 or fewer. To improve outputs provision for workplaces, there was a call for the creation of a geography based on workplace by aggregating or splitting OAs, and to so allow more detailed and more consistent statistics on workplace to be released. So a geography of workplace zones (WPZ) could be used to disseminate those statistics. 

If these two separate geographic hierarchies were created then effectively two sets of separate statistics would be released, one based on residents, one based on workplace. As long as there is a clear distinction between the two, i.e. resident population statistics are not produced for the workplace zones and vice versa, the disclosure risk will be minimised. Note that there are exceptions to this, but the broad principle remains.

There is a legal obligation to protect the identity of an individual business or organisation. Section 39 of the SRSA 2007 requires the protection of any persons, legal and natural. This includes reference to the 'body corporate' which brings into scope the protection of any entity that is able in law to take action - to sue or be sued. A business or enterprise, living or dead, is in scope and therefore must be protected by law. The SRSA prevents the release of data which allow the attributes of a particular individual (in the case of workplace statistics, this is an organisation) from being successfully connected to the identity of that organisation, where identity is taken to mean the value used by a particular person to separate them from their peers. If this is done then it is both disclosive and unlawful. If this connection can only be made using information which is not in the public domain i.e. privately obtained information, then this would not be in breach of the Act, as any connection must be made using the statistics alone, or with other published information. Moreover, we must also consider the requirements of the Data Protection Act 1998 to consider the potential risk of harm or distress to an individual where the data could be used along with privately held information, though one must consider what is reasonable under this scenario. Preventing disclosure is done by respecting the likelihood of an individual connecting the attributes of an organisation with the identity of that organisation. This is achieved by considering the means likely to be used to make that connection and putting appropriate protection onto the data to prevent this from happening.

Confidentiality protection will need to be provided for the workplace statistics just as it is provided for statistics based on residents. Even though it is not the businesses themselves that are providing the information, but individuals who work for them, the aggregation of the individual statistics generates a set of business statistics and as much protection should be afforded to individual businesses as individual persons. The constraint for workplace statistics will thus be the condition that data that could allow someone to identify information about an individual business (body corporate) should not be released. The design of the workplace zones will help here but issues may still occur, for instance, a table broken down by a detailed industry variable at the district level could result in detailed statistics in one industry category covering just one business. 

In November 2006 the UK SDC Policy position (ONS (2006) www.ons.gov.uk/ons/guide-method/census/2011/the-2011-census/producing-and-delivering-data/confidentiality/index.html ) for the 2011 Census was agreed by the Registrars General of Scotland, England and Wales and Northern Ireland. The Registrars General agreed to aim for a common UK SDC methodology for 2011 Census outputs to achieve harmonisation. The SDC Policy position is based on the principle of protecting confidentiality set out in the National Statistics Code of Practice. The Registrars General concluded that the Code of Practice guarantee of confidentiality can be met in relation to census outputs if no statistics are produced that allow the identification of an individual (or information about an individual) with a high degree of confidence. The Registrars General considered that, as long as there has been systematic perturbation of the data, the guarantee in the Code of Practice would be met. It was therefore agreed that small counts (0's, 1's, and 2's) could be included in publicly disseminated Census tables provided that 

a) uncertainty as to whether the small cell is a true value has been systematically created; and 

b) creating that uncertainty does not significantly damage the data. 

The Registrars General expressed a preference for pre-tabular methods, provided there is not undue damage to the data, and also stated that the key risk is attribute disclosure. The exact threshold of uncertainty required has been discussed since. Though there was agreement, the other Census Offices reserved the right to use a different level to ONS if they felt appropriate.

Since agreeing the UK SDC Policy, the Statistics and Registration Service Act (SRSA) 2007 has come into force. Section 39 (2) of the Act defines personal information as information which relates to and identifies a particular person. It specifies what constitutes a disclosure of information and the sanctions that may apply for any breach of confidentiality. 

Disclosure of personal information takes place when the identity of a particular person is revealed. This can take place through being specified in the information, by being deduced from the information, or by being deduced from the information when taken together with any other published information (Section 39 (3)). The 2007 Act states that personal information must not be disclosed unless through an exemption as specified in Section 39 (4). The UK SDC Policy is in line with Section 39 of the SRSA.

On this basis, the evaluation of potential SDC methods concluded that targeted record swapping should be the primary SDC method for tabular outputs from 2011 UK Census. This did not preclude other methods such as the use of population thresholds and table design, but effectively ruled out cell perturbation methods.

In 2001, an assessment of the disclosure risk was that workplace tables at geographies below district level were not released in the Standard Tables and district level tables were released without further protection only after industry was grouped to 12 categories. Commissioned tables with greater detail requested were assessed on a case by case basis and many provided after considering the likelihood of an individual business dominating a cell, either directly or by differencing with previously published outputs. There were a limited number of univariate workplace tables released, though small cell adjustment distorted some of the counts.

Note, workplace zones have complete coverage across England and Wales (E&W), including those who work at home, but the total workforce population in all workplace zones will be different to the total workforce resident in all OAs. The set of workplace zones will cover those living in E&W but working 'Outside E&W / UK' but the workplace zone statistics will not include those resident outside E&W who work in E&W.

3.
Workplace Zone Design

Much of the protection of workplace based statistics will come from the design of the workplace zones. Subsequent to discussions between University of Southampton, Statistical Disclosure Control (SDC) Methodology, Census Outputs, ONS Geography and Legal Services, the proposal was that Workplace Zones must:
· comprise a whole number of (at least two) workplace postcode building blocks;

· not split postcode building blocks, except where this has already occurred due to the splitting of residential postcodes where administrative and postcode boundaries do not align;

· contain a workforce of at least 100 persons (this is comparable to the resident threshold of 100 persons for an OA);

· have a total workforce population which exceeds the workforce of any large single workplace postcode population by at least 99. This would add, as a minimum, a non-disclosive number of employees to any single large workplace, where a large workplace postcode population would be defined as 625 or greater, in line with the upper OA resident population threshold.

As the design evolved, other criteria became desireable. As a result, Workplace Zones would be designed with the aims that they would:

· not cross MSOA boundaries;

· be constructed with the aim of homogeneity of 1-digit industry type.

This proposal is acceptable to SDC. It has the merits of

· allowing no statistics that could pertain directly to an individual business or workplace;
· adapting the output geography to the size of the workplace population;
· allowing much greater detail to users at sub-LAD geographies than was available in 2001;
· allowing statistics for higher geographies (WPZ are nested within MSOAs).

4. 
Data Quality 

This section considers factors affecting uncertainty in outputs. Much of the numerical evidence comes from the 2001 UK Census and, in particular, the Census Quality Report for England and Wales. Each of the factors discussed here will have some effect on the quality of Census data and the consequent uncertainty present in both apparent small cell counts or apparent attribute disclosures in published tables. There is no specific effort here to calculate a composite uncertainty from the individual factors.

Workplace Postcode Issues and Respondent Error

Respondents may make mistakes in completing the form. These may be unintentional or intentional and some may be picked up within edit and imputation, either through a range check (where an individual item response is impossible or implausible) or through a consistency check (where the combination of two or more item responses is impossible or implausible). However, many item response errors cannot be detected, e.g. where a respondent reports a different occupation or industry. Some responses, such as for ethnic group, religion and the health related questions, have a certain amount of subjectivity on the part of the respondent, so any errors are very unlikely to be detected. Some of the questions related to workplace and employment are among the most common to have errors.

Based on 2001, people with more than one job were not sure which job took priority and some students were also unsure whether their student status took precedence over the fact that they were working. Some respondents may have recorded the head office rather than their specific site address. Some of these uncertainties then pervaded through all the labour market questions, including occupation, industry and workplace. Workplace address and postcode are among the most poorly answered questions on the Census, with the Census Quality Report reporting that in only 37 per cent of cases were the workplace address and postcode completely accurate. An analysis of errors by ONS showed that most incorrect workplace postcodes were in the correct geographical area, but wrong in the last two character positions.

In addition, many respondents recorded a non-geographic workplace address, e.g. a P.O. Box number, with an associated postcode. There are also "stacked postcodes" where a workplace straddles more than one postcode. Most examples of the latter appear to relate to public bodies, especially city or county councils.

Capture Error

No formal checks were carried out by ONS on the accuracy of data capture. The cost of checking samples through a manual process was considered unnecessary, as a thorough testing process satisfied the requirements that the QA system developed by Lockheed Martin accurately measured and reported the counts of characters captured, the type of capture, and the accuracy achieved. However, it is undoubted that there are errors incurred during capture that avoid detection. Typical for many variables include confusion between individual letters or digits, e.g. between 7s and 9s, 5s and Ss. In the context of workplaces, many of these might still lead to capture of a genuine valid postcode instead of the correct one.

Non-Response Imputation Error

The main errors that impacted on data accuracy in the Census are sampling and non-sampling error. As the Census is a measure of the whole population, there is no sampling error directly associated with it. However, as some under-enumeration does occur, sampling error is introduced by way of the imputation of additional people by the coverage adjustment process. It was estimated in 2001 that the non-response rate was around 6 per cent. The response rate was thought to be slightly better for those working than for those other economically active groups: looking for work or waiting to start a job. 

The 2001 Census Coverage Survey (CCS) was carried out a few weeks after Census fieldwork. By using statistical methods to combine the results of the two operations, ONS was able to derive census estimates representing 100 per cent of the population. Imputation was extended to whole households and people when there was non-response or under-coverage, as estimated from the One Number Census. The One Number Census (ONC) population estimates defined the number of people to be imputed with some basic information about their characteristics. It was expected that the characteristics of people within entirely missed households would differ from those within counted households, and accurate matching of census and CCS data allowed the identification of these key characteristics. The process imputed details of households which were missed by the Census and the individuals within them, as well as people who were missed from households which were counted by the Census.

It is not easy to estimate the accuracy of the numbers of persons and households imputed, and neither is it easy to assess the quality of the information imputed. Suffice to say that the persons imputed are not real persons though the information might be a good proxy overall for those missing in a larger area.

Item Imputation Error

In 2001, item non-response for the workplace address question amounted to 7.8 per cent. Item imputation was applied when there was no answer on the Census form, the filter rules or the edit process marked it for imputation to resolve an inconsistency, it failed the multi-tick rules or was invalid. Though the edit and imputation process will consider other items that have been completed in order to decide on an appropriate value to impute (through donor imputation), there is no guarantee that the information imputed is correct, but again over a large number of persons and items, it is likely to produce reasonable overall results.

In tables on workplace statistics, the other attributes, by which the workforce is broken down, may be subject to error through item imputation or in earlier processes such as capture.

Record Swapping

The primary strategy for protecting personal information is targeted record swapping. Therefore, there will be some inherent protection also offered to workplace statistics.

Coverage of workplace statistics

Statistics on a workplace can only include those persons who have completed a form for the UK Census. Hence those living outside the UK will not be included. Conversely those working outside the UK will be counted in the residence based statistics but not in the workplace statistics (2001 Census statistics indicate that there were approximately 93 thousand persons living in the UK who were working outside the UK or offshore).

5.
Outputs

5.1 
Headcounts

The number of persons working can be supplied at any geography that is built up either from WPZs or OAs on the basis of sufficient uncertainty that the counts relate to an individual business. In the case of an OA, the area will include at least 100 residents in addition to any business, and some of these may work mainly at home. Though ONS does its utmost to improve data quality, the overall quality of workplace information supplied by Census respondents has been as poor as for virtually any other question. 

Hence one can release the numbers of persons (headcounts) working by any administrative or other geography where counts are constructed on a best-fit basis from OAs. Even where there is just 1 person working in an OA, that count itself can be released, since there is no attribute disclosure. Moreover, the data quality issues in Section 4 throw some uncertainty on even that very most basic of information. However, where counts are to be broken down by any other variable(s), there is a potential for attribute disclosures to occur. This is particularly the case when the base count is low. The threshold for areas where counts of workers can be broken down further is outlined earlier in the design of the WPZs.

5.2 
Univariates

The count of workers in any WPZ can be broken down by any one variable. In effect, these are univariate distributions of characteristics of people working within a WPZ. Where there is one very large employer within a WPZ, information pertaining to the employer is masked by other workers (for other employers) within the WPZ, including those working mainly at home. Once again there will be no attribute disclosure except in the very extreme cases of all individuals, or all except one, having the same specific characteristic. Moreover, this is a similar argument that could be rehearsed for an OA for household residents where all, or all but one, individuals have the same characteristic. This is not only a low risk scenario in terms of probability of occurrence, it would have low impact in revealing only a characteristic that is common to all, a social norm within the OA, and disclosure of that information but a semantic point.

Though univariate statistics will have negligible disclosure risk, there are exceptions and industry and occupation may be restricted at WPZ geography to one digit level of detail. Where there is an unusual industry classification for the wider area within the WPZ, this may effectively provide an estimate of the count of workers for a workplace, but no more. There is still some uncertainty on these figures at the one-digit high level of industry classification, whereby the WPZ might contain persons working from home for different employers and there might be small employers differing at the 2nd or later digit. The aim for within-zone homogeneity brings a higher chance of uncertainty within statistics for individual workplaces. Moreover, unusual occupations may point to specific employers, and detailed occupation that would only be likely to occur within that employer. One digit occupation would be acceptable at WPZ geography in providing uncertainty as to the link with employer, as well as masking the detail that may indeed be disclosive.

The variables that have been submitted by users as requirements to be released on workplace zones are listed in Table 1, along with suggested categorisations. These are SDC current thinking and these are neither exhaustive nor final decisions.

Table 1. Univariate detail for workplace zones and SDC current thinking.

	Variable
	Categories
	Comments

	Qualification
	Standard categories (13 as in Q25)
	

	Gender
	Standard categories (2)
	

	Age
	SYOA
	Top coding

	Industry
	1 digit
	

	Occupation
	1 digit
	

	Tenure
	Standard categories (5 as in H12)
	

	Travel to work (mode)
	Standard categories (11 as in Q41)
	

	Travel to work (distance)
	Derived from postcodes of home and work
	8+1 categories as in S129 <2km, 2-5, 
5-10, 10-20, 20-30, 30-40, 40-60, 60+ as well as 'Work mainly at or from home'

	Ethnic Group
	Standard categories (18 as in Q16)
	

	Language
	Standard categories
	TBC

	Full / Part Time work
	Derived
	Covered by 'Hours worked'

	Hours worked
	Standard categories (4 as in Q42)
	

	NS-SEC
	Derived
	

	Health status
	Standard categories (5 as in Q13)
	

	Deprivation
	Derived
	

	Number of vehicles
	Standard categories (5 as in H14)
	 0, 1, 2, 3, 4+


5.3 
Multivariates

This is still work continuing on the more detailed outputs. However, at WPZ level, one digit industry or one digit occupation can be broken down by sex and broad age banding. This could allow the one person in a particular industry or occupation to have age and sex revealed, but there would be some uncertainty through record swapping, non-response imputation and other issues that might reflect general data quality. The age categorisation should be broad enough to allow that uncertainty to remain.

Without industry and occupation, the primary risk is not that of identifying a business or anything about it, but much more that of finding out something new (attribute disclosure) relating to an individual within the WPZ. Therefore the guidance should be similar to that used for tabulations of households or their individual residents. In particular, the level of detail should be related to minimum average cell size, but with specific consideration given to industry and occupation detail at the higher geographies.

The thinking will depend largely on information available as to the likely tables requested by the user community. Disclosure by differencing remains a risk, particularly where considerable detail may be acceptable at geography A and geography B, each in isolation, but may facilitate disclosure at the differenced (A-B) geography. This is a latent risk which may not be ameliorated easily unless both geographies and variable detail are kept very standard. This is not a realistic assumption for tables that are commissioned, and will present at least two options: (i) checking for differencing on a case by case basis, a process likely to be resource intensive, and (ii) allowing disclosive, or potentially disclosive, outputs to be released under the Approved Researcher gateway, in some cases considering access via the VML.

5.4
Flow Data

Flow data are defined in this context as any data that are structured as counts of persons (or households) having two geographical areas of reference. In 2001, the two types released were:
· area of residence - area of workplace
· area of residence - area of residence one year ago

These were often referred to as "origin-destination" matrices. Other possible types for 2011 include:

· area of residence - area of second residence
· area of residence - area of workday

For any of these, the flow, not broken down further by any additional variable, can be released publicly. The first named above (area of residence - area of workplace) is a special case, where the "origin" could be the resident OA and the "destination" could be workplace zone. That would be the lowest level of geography allowed. For those based on residence, the OA hierarchy can be used (this includes provision for wards since they are built up from best-fit OAs). 

The UK SDC working group has already agreed that the protection of the most detailed origin-destination tables will come from the licensing/access conditions. This is as opposed to similar outputs from 2001 Census, where the protection came from the post-tabular small cell adjustment which still allowed wide and easy access but that also adversely affected the utility of the outputs.

A first draft specification of flow data products was provided at the October public workshop.

6. 
Next Steps

Present paper to Statistical Policy Committee (SPC) for agreement of broad principles.

Develop thinking further on the detailed workplace outputs that would be available from workplace zones and higher geographies. This will include consideration of confidentiality of individuals as well as the businesses themselves.
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